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Abstract

Automated semantic knowledge extraction from scientific literature promises to open
vast quantities of scientific knowledge to formal analysis and computationally-driven dis-
covery. In this work we investigate the promise of Large Language Model (LLM) agents in
extracting structured knowledge from biomedical texts, specifically for grounding protein-
protein interaction (PPI) relations to terms in the PSI-MI ontology of molecular inter-
actions. While LLMs excel at summarization, they struggle to interface with structured
knowledge representations. We equipped agents with various knowledge graph interaction
strategies and measured their PPI grounding performance. Our central finding is that
PageRank-guided traversal, a method rooted in graph topology, consistently outperforms
embedding-based approaches such as retrieval augmented generation (RAG) and top-down
traversal strategies including breadth-first search (BFS), depth-first search (DFS), and lo-
cal greedy search in extracting knowledge previously missed by human curators. Our
initial results indicate that the structure of a well-curated knowledge base is itself a pow-
erful source of information, an underutilized principle in current agentic knowledge base
interaction methods.

1 Introduction

We are at a key moment in scientific history. Advances in AI may allow the transformation
of scientific papers from ambiguous natural language to semantically clear open-access formal
knowledge. Such translation would revolutionize scientific discovery: papers would become more
comprehensible for both humans and AIs with hypotheses, methods, results, and conclusions
expressed explicitly and unambiguously, enabling direct comparison, systematic analysis, and
reproducibility. Building on this foundation, AI reasoning can then transform and accelerate
scientific discovery, yielding verifiably correct and hallucination-free conclusions [21].

Here we study this possibility through a well-defined challenge in biological text mining: the
extraction of protein-protein interactions (PPIs). Current automated systems are proficient at
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identifying protein entities in text, however grounding interactions between protein entities to
a standardized vocabulary like the Proteomics Standards Initiative-Molecular Interaction (PSI-
MI) ontology remains unreliable [15, 11]. Large language models (LLMs) excel at summarization
and unstructured text processing, yet grounding inherently involves structured knowledge, a
difficult interface for LLMs. Recent approaches, namely retrieval augmented generation (RAG),
have been dominated by inference-time embedded content matching [13]. Yet knowledge bases
encode valuable information in their structure which can be lost in such approaches. Scientific
ontologies are not flat lists of terms; they are meticulously curated structures with expert-
designed hierarchy and connectivity [5, 11].

This work investigates the role of knowledge structure and its relation to content in the
context of PPI relation grounding. We developed a three-stage LLM agent flow for grounding
PPIs from full-text articles to the PSI-MI ontology, equipping general-use LLMs with various
knowledge graph interaction strategies and testing their performance on a small set of biomed-
ical papers. Our results indicate that the topology-centric PageRank method outperformed
embedding-based and other inference-time search methods such as breadth-first, depth-first,
and greedy search in grounding relations. We also find that LLM inference-time term self-
evaluation scores correlate well with grounding quality.

2 Related Work

The PSI-MI ontology standardizes molecular interaction data using a hierarchically structured
vocabulary [16]. The IntAct database, which uses expert curators to map literature evidence
to PSI-MI terms, serves as a gold-standard data source for training and evaluation [3]. Earlier
PPI extraction work using traditional natural language processing techniques [18, 4] has lately
been superseded by the use of transformer-based deep models, such as BioBERT [8] to directly
predict relation triplets from an input text [26]. Recent studies have shown that general-purpose
LLMs and task-specific prompting and tool calling can achieve competitive performance against
fine-tuned BERT models without additional training [15]. We build on this observation here
through the investigation of inference-time search methods for LLM knowledge base interaction.

LLM agent systems assign specific subtasks to individual LLM instances working together to
achieve a larger goal [22]. Here, “agent” refers to an entity capable of perceiving its environment
and dynamically making decisions based on runtime sensing and input [23] - in this case an
LLM instance equipped with instructions, code-calling capabilities, and a goal. Recent agent
systems have tended to rely on similarity-based embedding methods, such as RAG, during
dynamic decision making. In our work, we use graph search as a form of agent “reasoning”
during grounding as has been suggested for agent knowledge graph tasks [10, 12]. Proposed
approaches have included using the LLM for graph traversal algorithm proposal [9], follow-up
question generation [24], and action plan self-reflection [25]. Our work here compares several
agent knowledge graph traversal strategies: a greedy local search (dynamic), classical static
search (BFS/DFS), and a structure-based search (PageRank) which queues nodes based on
connectivity. PageRank, the algorithm behind Google search [1], has been applied in biology
to characterize members of core protein interaction networks and identify universal concepts
within biomedical ontologies [6, 2, 17].
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Figure 1: (A) The LLM agent flow for relation grounding between two protein entities from a
paper. (B) The Graph Traverser agent is tested with various strategies for searching the PSI-
MI ontology graph for the best-fit relation term. PSI-MI terms are scored at inference-time.
(C) Evaluation of normalized relation labels from a test set of 10 Europe PMC papers with
associated IntAct entries. Wins occur when the evaluator models (O3 and Gemini-2.5-pro)
preferred the agents’ label to the IntAct label. Ties occur when the agents’ label is the same
as the IntAct label. (D) IntAct human label confidence scores vs agent self-evaluation scores
for the PageRank agent runs.

3 Methods

The LLM agent flow (Figure 1A), consists of three sequential tasks. First “Relation Summa-
rizer” (RS) takes the paper text and a protein entity pair as input, producing a plain-text
summary of the pairwise protein interaction together with evidence quotes from the paper via
a document chunk refinement chain. “Graph Traverser” (GT) uses this free-text relation sum-
mary to score terms in the PSI-MI ontology term graph, evaluating term definitions according
to its equipped node traversal strategy (Figure 1B). “Relation Grounder” (RG) then picks the
best term from only those scored with the max score seen during traversal. LangChain [19] and
DSPy [7] were used to implement the agent flow.

Five graph traversal strategies were tested. GT evaluates PSI-MI nodes one by one, scoring
them from 1 to 5 based on the free-text interaction summary. The BFS, DFS, and dynamic
searches begin at the PSI-MI root term (MI:0190 ‘interaction type’). PageRank orders the
search queue by descending node connectivity [1]. The random strategy searches the graph in
a random order. The dynamic strategy is a greedy local search - the agent adds to the search
queue any children of the current node that exceed a continuation evaluation score threshold
(3/5). GT stops its traversal when any of the following conditions is met: (1) all graph nodes
have been evaluated, (2a) the agent has not found a better-scoring candidate node in the last 10
node evaluations (BFS, DFS, and random), or (2b) the agent has no nodes left in the node queue
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(dynamic). BFS, DFS, and random were given a 5-node lookahead after hitting the stopping
criterion. We also tested a RAG strategy in which GT scores only the top 10 terms retrieved
based on embedded definitions. The ‘snowflake-arctic-embed2’ and ‘text-embedding-3-small’
embedding models were used for Gemma3 and GPT-4.1-mini runs respectively. A “stuff”
strategy was also tested in which RG is presented with every PSI-MI term and definition as
grounding options. We note that this “stuff” strategy corresponds to an LLM-only baseline as
no graph traversal is performed in this case.

We conducted tests on a sample set of 10 randomly selected Europe PMC (EPMC) open-
access papers with linked human-curated IntAct PPI annotations. We tested with OpenAI
GPT-4.1-mini and Google Gemma3:12B models as we sought to evaluate graph-based traversal
strategies in models without additional pre-configured “thinking”. OpenAI O3 and Google
Gemini-2.5-pro were used as models for the evaluation. The evaluator models were presented
with the entire paper text, agent-proposed PSI-MI term, and the IntAct PSI-MI term for a
given protein pair and prompted to choose which term it preferred. Results (Figure 1C and D)
were compiled for the cases in which the reasoning models agreed with each other. Comparisons
were made for the most granular IntAct label for a given protein entity pair. Cases in which
the reasoning models preferred the agent-produced term were considered an “agents win”,
cases where the agent and IntAct terms match were considered an “agents tie”, and cases
in which the reasoning models preferred the IntAct term were considered an “agents loss”.
The PMCIDs, agent codebase, intermediate outputs, and results are available in the Zenodo
repository (https://doi.org/10.5281/zenodo.17235315).

4 Results and Discussion

Figure 1C shows performance across traversal methods for our test set. Most notably, PageRank
consistently outperformed all other traversal methods in producing novel groundings (wins) over
IntAct during evaluation and was the only strategy to significantly improve win rate over the
‘stuff’ baseline (p=0.002 for GPT-4.1-mini, p=0.0001 for Gemma3:12B by a one-sided Fisher’s
exact test). On manual inspection of the results, we found that PageRank was less sensitive to
spurious term suggestion than other methods, notably BFS, DFS, and dynamic traversal which
mimic the humanlike process of browsing an ontology graph from the top-down. PageRank had
the lowest number of unique suggested terms across all groundings. In other words, PageRank
constantly suggests the same highly-connected nodes because they appear earlier in its search
queue. These terms are highly-connected because they capture the most central and important
concepts in the ontology. None of the other traversal methods capture this aspect of knowledge
graph topology, and given these initial results it appears this may be missed during human
expert grounding as well. The failure of RAG-10 to produce any wins for either LLM model
is curious but makes sense when considering the brittleness of vector retrieval as opposed to
graph traversal. As shown previously, vector-based retrieval can only identify good candidate
ontology terms when the inference-time query closely mimics the term definition [14], yet RT’s
free-text summaries provide no guarantees or bias toward such alignment. Indeed, it makes
sense that the RAG-10 results so closely mirror the Random traversal strategy - the top 10
terms retrieved via RAG appear to be effectively random.

Human and agent confidence scores provide additional relevant grounding information. The
agents self-score their groundings and the IntAct database contains human confidence scores
for each annotation - the MI score [20]. Figure 1D shows the relationship between the agent
self-evaluation score and the IntAct MI score in the context of agent wins, losses, and ties for
the PageRank traversal runs. We note that for both LLM models, the lower right quadrant of
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the resulting space is where the agent wins are concentrated. In other words, these metrics can
serve as an a priori filter for potentially novel knowledge extraction generated from LLM agents.
We also note that the choice of traversal (reasoning) strategy seemed to impact performance
more than choice of LLM model. We deliberately chose to test modular task-specific reasoning
strategies in this work and were pleased to see results translate neatly across LLMs. We hope
this serves to emphasize the need for targeted and methodical reasoning strategies for agentic
systems to reach their full potential. Most importantly we note that the size of our pilot study
dataset of 10 papers is small, constrained by available GPU time and provider compute credits.
We look forward to future work able to study such methods on a larger scale.

5 Conclusion

This work presents a pilot study of generative agent strategies for interacting with structured
knowledge bases, focusing on the automated extraction of protein-protein interaction (PPI)
networks from unstructured literature. Our findings suggest that a topology-driven approach,
using PageRank for knowledge graph traversal, outperforms top-down search and embedding-
based retrieval methods. Our key insight is that knowledge bases efficiently encode expert
consensus not just in their terms, but in their very structure. High-centrality concepts cor-
respond to the foundational ideas that domain experts use as anchors for annotation. By
leveraging this inherent structure, we may be able to influence the behavior of LLM interaction
towards domain-specific expertise and novel scientifically-grounded outputs at inference-time.
Importantly, LLM systems may extract knowledge missed by human curators, accelerating the
process of discovery. We see such informed knowledge extraction as crucial in the vision of
translating scientific literature into explicit semantically clear knowledge.
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