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Abstract

Diffusion models have revolutionized text-to-image generation, but their real-world
applications are hampered by the extensive inference time needed for hundreds of diffusion
steps. Although progressive distillation and consistency distillation have been proposed
to speed up diffusion sampling to 2-8 steps, they still fall short in one-step generation
due to poor abilities to generate high-frequency content. To overcome this, we introduce
High-frequency-Promoting Adaptation (HiPA), a parameter-efficient approach to enable
one-step text-to-image diffusion. Grounded in the insight that high-frequency information
is essential but highly lacking in one-step diffusion, HiPA aims to train one-step, low-rank
adaptors to specifically enhance the under-represented high-frequency abilities of advanced
diffusion models. The learned adaptors empower these diffusion models to generate high-
quality images in just a single step. Compared with progressive distillation, HiPA achieves
much better performance in one-step text-to-image generation (37.3 → 23.8 in FID-5k on
MS-COCO 2017) and 28.6x training speed-up (108.8 → 3.8 A100 GPU days), requiring
only 0.04% training parameters (7,740 million → 3.3 million). We also demonstrate HiPA’s
effectiveness in text-guided image editing, inpainting and super-resolution tasks, where our
adapted models consistently deliver high-quality outputs in just one diffusion step.

1 Introduction

Text-to-image generation [1, 2, 3], aiming at synthesizing images from textual descriptions, has
undergone a significant transformation with the advent of diffusion models [4, 5, 6, 7, 8, 9, 10].
These models, known for their multi-step denoising process, have set new benchmarks in the
quality of generated images, marked by increased fidelity and detail [11]. However, the necessity
for multiple diffusion steps, each meticulously refining the image, results in significantly long
generation time. This diminishes the practicality of text-to-image diffusion models for real-time
applications [12, 13, 14, 15, 16].

To mitigate this issue, Progressive distillation (PD) [12, 17, 18, 19] distills a T -step teacher
into a T/2-step student iteratively, achieving 2–8 step generation but at high computational and
parameter cost due to repeated training. Consistency distillation [13, 20] accelerates unguided
diffusion, but its efficacy for text-to-image remains unclear. Extensions like latent consistency
distillation [21] and LCM-LoRA [22] enable 2–4 step text-to-image generation, yet struggle with
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Figure 1: Illustration of text-to-image generation with different diffusion steps based on Stable
Diffusion [1]. The capability for low-frequency content generation is attained with fewer diffusion
steps, whereas the capability for high-frequency detail generation demands an increased number
of steps. Notably, one-step diffusion images lack the complex high-frequency components, making
them noticeably less realistic.

one-step high-frequency detail. Adversarial diffusion [23] improves quality but trains the full
student model, reducing efficiency.

In this work, we focus on optimizing text-to-image diffusion models for one-step generation,
explicitly aiming to streamline the inference efficiency compared to conventional multi-step
generation. To figure this out, we delve into the multi-step generation process of text-to-image
diffusion models, aiming to uncover what information one-step diffusion lacks, compared to its
multi-step counterpart. As shown in Figure 1, we identify a critical aspect of the text-to-image
generation process: the ability to generate low-frequency content is achieved with fewer diffusion
steps, while the ability of high-frequency detail generation requires more steps. It is worth noting
that one-step diffusion often struggles to produce rich high-frequency details, which, however,
are essential for realistic image generation. Existing acceleration techniques, such as progressive
distillation [17, 18], consistency distillation [13, 20, 24] and adversarial diffusion [23], overlook
this crucial aspect, thus sacrificing high-frequency detail generation in one-step diffusion and
leading to limited image quality.

In light of these findings, we propose a parameter-efficient High-frequency-Promoting Adapta-
tion (HiPA) approach to accelerate existing advanced multi-step text-to-image generation models
to one-step diffusion. Instead of conducting slow progressive distillation by training multiple
student models with extensive parameters, HiPA trains low-rank adaptors to enable one-step
diffusion, particularly promoting high-frequency detail generation abilities. Central to HiPA
is a new diffusion adaptation loss, consisting of a spatial perceptual loss and a high-frequency
promoted loss. The spatial perceptual loss is employed to ensure the adapted model has general
generation abilities, affirming its structural coherence and semantic consistency in the generated
images. Meanwhile, the high-frequency promoted loss, leveraging Fourier transform and edge
detection, is specifically designed to enhance the subtle, yet crucial, high-frequency generation
abilities. This dual-loss strategy effectively preserves detailed textures and edges that are often
overlooked in one-step diffusion, facilitating rapid generation without significantly compromising
image quality.

Our approach is validated through extensive experiments in one-step text-to-image gener-
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Figure 2: Illustration of the impact of high-frequency components in enhancing image clarity for
one-step text-to-image diffusion. Combining the high-frequency components from the 15-step
images with the the low-frequency components from fewer-step images results in sharper images
after Inverse Fourier Transform, while using one-step high-frequency components provides no
clarity enhancement.

ation, demonstrating that HiPA outperforms compared methods in both visual fidelity and
training efficiency, while requiring much fewer training parameters. As illustrated in Table 2b,
compared to progressive distillation, HiPA significantly improves one-step text-to-image genera-
tion performance (37.3 to 23.8 in FID-5k on MS-COCO 2017), accelerates training by 28.6 times
(108.8 to 3.8 A100 GPU days), and drastically reduces training parameter needs (7,740 million
to just 3.3 million). To showcase HiPA’s versatility, we extend its application to text-guided
image editing, inpainting, and super-resolution tasks, where we reduce the number of diffusion
steps to a single step. Promising results demonstrate HiPA’s remarkable potential for efficient
and practical use in various real-world applications.

2 Preliminary Studies

2.1 One-step diffusion lacks high-frequency generation abilties

To advance one-step text-to-image diffusion, we begin with an analysis of Stable Diffusion
(SD) [1], aiming to dissect the nuances of images produced at different diffusion steps. As shown
in Figure 1 (first row), we identify an essential characteristic of text-to-image generation: the
images generated by one-step SD are notably blurry, and their quality dramatically improves
with an increase in diffusion steps. To delve into this phenomenon, we leverage Discrete Fourier
Transform [25] to differentiate between high and low-frequency information within the image,
and then employ Inverse Fourier Transform [25] to reconstruct images for visualization. Figure 1
(second row) shows that the model’s capability to generate low-frequency content, such as the
foundational elements and the underlying scene of the image, is achieved with fewer diffusion
steps. This indicates an efficient grasp of the image’s basic structure and thematic essence
early in the diffusion process. Conversely, the ability to generate high-frequency details, which
involves refining textures and adding intricate elements to enhance image realism and complexity,
requires a greater number of diffusion steps for precision (see Figure 1, last row).

High-frequency abilities matter. To explore the role of high-frequency information in
few-step generation, we conduct an experiment mixing high and low-frequency components of
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Methods FID-30k ↓ IS ↑ CLIP ↑
Stable Diffusion 355.2 2.0 0.11
• L2 spatial loss 131.2 8.3 0.16
• L2 spatial loss + low-frequency promotion 163.5 4.7 0.15
• L2 spatial loss + high-frequency promotion 115.2 10.6 0.18

Table 1: One-step generation results of Stable Diffusion adaptation on MS-COCO 2014.

images generated at different steps. Using Discrete Fourier Transform, we extract high- and
low-frequency components from 1–15 step images, cross-combine them (e.g., high-frequency from
1 or 15 steps with low-frequency from 1, 2, 3, 5, or 10 steps), and reconstruct the results via
Inverse Fourier Transform. As shown in Figure 2, high-frequency components from the 15-step
image significantly enhance clarity and quality when combined with low-frequency components
from fewer steps, while high-frequency components from the 1-step image yield blurry results
regardless of the low-frequency source. This highlights the critical importance of high-frequency
generation in text-to-image diffusion and its potential to improve one-step synthesis quality.

2.2 Promoting high-frequency generation boosts one-step diffusion

Based on the above observations, we hypothesize that enhancing high-frequency generation can
improve one-step text-to-image diffusion. To validate this, we adapt Stable Diffusion (SD) by
aligning one-step outputs with multi-step (e.g., 10 or 15 steps) outputs using different losses: L2
spatial loss, L2 with low-frequency promotion, and L2 with high-frequency promotion. High-
and low-frequency promotion are achieved by aligning the respective Fourier-reconstructed
components between one- and multi-step images. As shown in Table 1, L2 loss alone improves
over the SD baseline, while adding low-frequency promotion degrades performance, suggesting
it may hinder one-step diffusion. In contrast, augmenting L2 with high-frequency promotion
yields the best results, improving realism (lower FID), diversity (higher IS), and textual fidelity
(higher CLIP), confirming that promoting high-frequency generation is key to enhancing one-step
diffusion.

3 Our Approach

Overall scheme. In light of the aforementioned insights, we propose a new parameter-
efficient strategy, High-frequency-Promoting Adaptation (HiPA), to enable one-step text-to-
image diffusion. Our approach diverges from previous methods like Progressive Distillation [17]
and Adversarial Distillation [23], which focus on tuning the entire pre-trained diffusion models.
Instead, HiPA aims to train a low-rank adaptor to enhance the one-step generation abilities of
diffusion models. As shown in Figure 3, HiPA achieves this by aligning the images generated in
a single step from the adapted model with those produced by the original, frozen model across
multiple steps (e.g., 15 steps). To promote high-frequency abilities, HiPA applies a composite
adaptation loss. This loss integrates spatial perceptual loss with high-frequency promoted loss,
collectively refining one-step generation for improved fidelity and high-frequency details:

Ladaptation = Lspatial + Lhigh-freq. (1)

Spatial perceptual loss Lspatial. The spatial adaptation loss is defined as follows:

Lspatial = L
(
I1-stepgenerated, I

multi
generated

)
, (2)
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Figure 3: An illustration of our parameter-efficient HiPA approach.

where I1-stepgenerated and Imulti-step
generated are the images generated by the HiPA-adapted model in a single

step and those by the original diffusion model with multiple steps. Here, L(·, ·) can be any
distance loss. In this work, we adopt the Deep Image Structure and Texture Similarity (DISTS)
metric [26], since it goes beyond pixel-level differences to capture perceptual dissimilarities
between images, considering both structural and textural characteristics.

High-frequency promoted loss Lhigh-freq. To effectively promote high-frequency abilities,
we apply two complementary strategies to extract high-frequency information: Fourier transform
and edge detection.

For the Fourier strategy, we first apply Discrete Fourier Transform (DFT) [25] to the
generated image Igenerated, transforming it from the spatial to the frequency domain. The
high-frequency components are then extracted through high-pass filtering, followed by Inverse
Fourier Transform (IFT)[25] to reconstruct the high-frequency image Ifreq. This process can

be described by: Ifreq = IFT
(
DFT(Igenerated)⊙Mhigh(u, v)

)
, where Mhigh(u, v) is a high-pass

filter in frequency domain.

Meanwhile, we apply the Sobel operator [27] to extract edge information of images. This
operator computes the image gradient ∇I through convolution of I with pre-defined horizontal
and vertical kernels Gx and Gy, thereby highlighting significant intensity transitions. The

detected edge image Iedge is computed by: Iedge =
√
(Igenerated ∗Gx)2 + (Igenerated ∗Gy)2, where

∗ represents convolution, and the Sobel kernels are defined as Gx = [−1, 0, 1;−2, 0, 2;−1, 0, 1]
and Gy = [−1,−2,−1; 0, 0, 0; 1, 2, 1].

Based on the extracted high-frequency information, we design the high-frequency promoted
loss by aligning the high-frequency details of the one-step images with those of the multi-step
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Stable Diffusion (SD) [1] Latent Consistency [21] LCM-LoRA [22]

Trajectory Consistency [24] SD-Turbo [23] HiPA-adapted SD (ours)

Figure 4: One-step text-guided image generation on MS-COCO 2014 (512 × 512) by Stable
Diffusion (SD), Latent Consistency Distillation, and HiPA. These visual results show that our
approach can generate high-quality images in a single diffusion step.

images:

Lhigh-freq = L
(
I1-stepfreq , Imulti

freq

)
+ L

(
I1-stepedge , Imulti

edge

)
. (3)

We also adopt the DISTS metric as L(·, ·) for the loss. As a result, the learned HiPA adaptor
enables the adapted one-step model to emulate the superior quality of its multi-step counterpart,
particularly in high-frequency generation abilities.

4 Experiments

In this section, we evaluate the effectiveness and versatility of our method in one-step text-
to-image diffusion. We mainly use the MS-COCO 2017 training set [28] for diffusion model
adaptation, and use the COCO 2014/2017 validation set for evaluation. This dataset offers
diverse textual-visual content, making it an ideal benchmark for method evaluation. Moreover,
we use three main evaluation metrics: Fréchet Inception Distance (FID), Inception Score (IS),
and CLIP score (ViT-g/14).

4.1 One-step text-guided image generation

In this work, we focus on adapting Stable Diffusion (SD) v2.1 [1] for fast generating high-fidelity
images from text descriptions. Our method trains the adaptors for 5 epochs on the COCO
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Methods Step FID-30k ↓ IS ↑ CLIP ↑ Inference time

Stable Diffusion [1] 25 9.40 31.83 0.29 8.6 hours

Stable Diffusion [1] 1 355.21 1.97 0.11 2.3 hours
Latent Consistency [21] 1 195.35 4.46 0.20 3.1 hours
LCM-LoRA [22] 1 94.72 9.45 0.22 3.2 hours
HiPA (ours) 1 13.91 28.09 0.31 2.5 hours

(a) One-step generation performance on COCO
2014. Guidance scale is 2. Inference time (30k
images) is on A100 GPU. All methods are based
on Stable Diffusion.

Methods Step FID-5k ↓ Training time # Params. trained

Stable Diffusion [1] 8 31.7 6,250 Days 860M
SnapFusion [18] 8 24.2 - 3×848M

Progressive Distillation [17] 1 37.2 108.8 Days 9×860M
2-Rectified Flow [29] 1 47.0 75.2 Days 860M
InstaFlow-0.9B [29] 1 23.4 199.2 Days 860M
Latent Consistency [21] 1 204.0 1.3 Days 860M
SD-Turbo [23] 1 29.9 - 860M
LCM-LoRA [22] 1 153.0 - 67.5M
TCD [24] 1 80.6 5 Days 64.6M
HiPA (ours) 1 23.8 3.8 Days 3.3M

(b) Generation performance on COCO 2017 and
training costs (A100 GPU days).

Table 2: Comparison of one-step text-to-image generation methods.

Prompt: A natural landscape Prompt: A cute cat 

Original Image  SD HiPA-adapted SD {ours) Original Image  SD HiPA-adapted SD {ours) 

Figure 5: One-step text-guided image editing by the original Stable Diffusion (SD) and our
HiPA-adapted SD model.

2017 training set, followed by qualitative and quantitative assessments. The one-step generated
images, as shown in Figure 4, show a remarkable improvement in quality over one-step SD,
Latent Distillation [21], LCM-LoRA [22], TCD [24] and SD-Turbo [23]. This is backed by
the quantitative results in Table 2, where HiPA outperforms existing methods across FID, IS,
and CLIP. These improvements are not just numerical; they translate into perceptibly more
realistic images (lower FID), greater diversity (higher IS), and better alignment with textual
descriptions (higher CLIP). Importantly, HiPA enables one-step text-to-image diffusion, offering
a considerable boost in inference efficiency over the original multi-step SD. This advancement is
attained with only a slight reduction in performance, effectively balancing speed and quality,
making it highly suitable for real-world applications.

A more critical superiority of HiPA lies in its training efficiency (cf. Table 2b). Unlike
Progressive Distillation that necessitates training multiple student models (up to 9 for one-step
generation), HiPA solely trains low-rank adaptors. This reduces the training time to a mere
3.8 A100 GPU days, compared to Progressive Distillation’s extensive 108.8 days, and also
significantly cuts down on the number of training parameters—from hundreds of millions in
other models to just 3.3 million in HiPA. These advantages position HiPA as an effective and
efficient solution, setting a new standard in one-step text-to-image diffusion.

4.2 One-step text-guided image editing

We proceed with experiments on one-step text-guided image editing based on SDEdit [30].
Following SDEdit, we first perturb the input image with Gaussian noise in the latent space, and
then apply the original or our HiPA-adapted SD models for one-step diffusion. As showcased
in Figure 5, our adapted model yields high-quality style-transfer images in just a single step,
demonstrating a noticeable improvement over the one-step image editing capabilities of the
standard SD.
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Figure 6: One-step text-guided image inpainting by Stable Diffusion (SD) inpainting model and
our HiPA-adapted SD inpainting model.

Figure 7: One-step text-guided image super-resolution by Stable Diffusion (SD) upscaler model
and our HiPA-adapted upscaler model.

4.3 One-step text-guided image inpainting

We next apply HiPA to accelerate latent inpainting diffusion, based on the SD v2 inpainting
model. This model is a fine-tuned variant of SD, enhanced to handle masks and masked images
with additional input channels. Specifically, we apply HiPA to adapt the inpainting model on
COCO 2017 for 1 epoch, where we retain the central image content while masking out 50%
of the peripheral pixels. We train HiPA adaptors to effectively inpaint these masked regions
in just one diffusion step, aligning the output with that of the original inpainting model’s
15-step diffusion. The qualitative results in Figure 6 highlight HiPA’s capability to facilitate
fast, effective text-guided image inpainting for real applications.

4.4 One-step text-guided super-resolution

We further extend HiPA to accelerate latent super-resolution diffusion, based on the widely
available SD 4x-upscaler model. This model, a specialized variant of SD, is tailored for text-
guided super-resolution. We adapt this model on COCO 2017 for 2,000 iterations, beginning
with images downsampled to 128× 128. We train the HiPA adaptors to upscale these images
to 512 × 512 in a single diffusion step by aligning their outputs with those from the original
model’s 15-step diffusion. The visualized results in Figure 7 highlight the capacity of HiPA to
perform fast text-guided image super-resolution in real scenarios.

5 Conclusion

To advance one-step text-to-image diffusion, we have introduced High-frequency-Promoting
Adaptation (HiPA). HiPA adeptly addresses the computational and qualitative dilemmas posed
by existing text-to-image diffusion models. By integrating parameter-efficient adaptation with
high-frequency promotion, HiPA not only accelerates the text-to-image diffusion process, but
also amplifies the high-frequency details essential for generating photorealistic images. Our
empirical evidence underscores HiPA’s superiority over conventional methods, demonstrating it
as a practical and parameter-efficient approach in real-time text-to-image diffusion generation.
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